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Paid-Media Learning-Loop Tracker (12 Weeks)
One row per test: hypothesis → config → result → learning → next test.
Course: MIFGE Template Pack
	HOW TO USE
Paid media without a learning loop is a subscription to vendor optimism. This tracker is the weekly discipline that turns spend into knowledge. One test per row. Twelve weeks of rows. No backfilling — if you didn't run the test in the week, the row stays empty as evidence. The goal isn't a filled sheet; it's a trail of compounding bets.



Operating principles
Three rules enforced by the sheet, not by taste. Respect all three and the loop compounds. Break any one and you're running campaigns, not learning.
1. One variable per test. If you change creative AND audience in the same week, you learn nothing — write two rows.
1. Minimum test duration = 10 business days or 3× statistical significance threshold, whichever is later.
1. Kill tests that win AND tests that lose. Both produce learnings. Neither produces compounding unless documented.
Weekly test log (12 weeks)
One test per row. If the test spans multiple weeks, use one row and date the result column. Keep the hypothesis short; keep the learning even shorter.
	Wk
	Hypothesis
	Test config (platform + creative + audience + budget)
	Baseline
	Variant
	Primary metric
	Result
	Learning
	Next test

	EX
	LinkedIn single-image ads to 'recently funded Series-B' audience will outperform lookalike-of-customers on CPM by 30%
	LinkedIn · 3 creative variants · audience: Sales Nav RSS-funded <90d · $1,800
	$62 CPM · 0.41% CTR (LAL baseline)
	$48 CPM · 0.68% CTR
	Cost per meeting-booked
	$340 CPM won on CTR, equal on meeting-book
	Signal-based audience wins on attention; meeting-book is downstream of landing page, not ad
	Wk4: test new LP copy against funded-signal audience with same ads
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Quarterly rollup — what did we learn?
End of week 12. The sheet's job is to produce compounding insight, not activity receipts. If the rollup is empty, the year's spend was tuition.
3 things we now know that we didn't 12 weeks ago
Specific learnings, not platitudes. Each must be defensible in a board meeting.
	e.g., 1. Signal-based audiences beat LALs on attention but not conversion — landing pages are the bottleneck.
2. CTR correlates with CPM, not with meetings — the funnel breaks below the click.
3. Friday-midday single-image ads outperform video for post-Series-B CMOs (attention, not budget).





Tests we'll run next quarter based on these learnings
Next quarter's bets, seeded from last quarter's evidence.
	e.g., 1. Rebuild landing pages for funded-signal audience. Test against LAL baseline. Expected win: 2× on meeting-book.
2. Test video + text-only for Q3 cohort of Series-B CMOs. Hypothesis: text-only wins on attention, video on trust.





What we're killing — and why
Killed tests are evidence of discipline. Document each.
	e.g., Killing: broad-audience retargeting ads. Why: 18 weeks of data, no meetings attributed, $22K spent. The audience isn't broken — the product-fit assumption was.
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